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ABSTRACT

Tax authorities increasingly use artificial intelligence (Al) and machine learning (ML) to detect fraudulent refund claims,
identity-related fraud, and anomalous financial reporting. This narrative review examines recent research on these methods
and the problems that come with deploying them in tax administration. It covers supervised learning, unsupervised anomaly
detection, graph neural networks, and privacy-preserving transformer models. It then discusses three groups of challenges:
data quality and fragmented fiscal records, the black-box nature of complex models, and the ethical and legal duties of
public agencies, including privacy, fairness, and accountability. The reviewed studies show that ML can improve audit
selection and surface new fraud patterns, with one study of Italian audits reporting gains of up to 39% in detected evasion.
They also show risks: audit selection that ignores race can still produce large racial disparities in the United States, and the
Dutch childcare benefits case shows what happens when a risk model is opaque and unchecked. The review concludes that
responsible deployment needs explainable models, fairness testing throughout development, privacy protections, and
human oversight of final decisions. The article follows no formal search protocol, and future work should test these
conclusions with a systematic review.
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1. Introduction

Digital financial systems have changed how national tax administrations handle enforcement and compliance. Manual
reviews and basic rule-based systems, long the core of tax auditing, no longer keep pace with large-scale financial crime.
Tax filings have grown more complex as economies have become more interconnected, and fraudulent refund claims and
identity-related fraud have grown with them. Fiscal authorities have responded by adopting Artificial Intelligence (Al) and
Machine Learning (ML). The OECD reports that tax administrations use Al mostly to detect fraud and evasion, profile risk,
classify documents, and support taxpayers through chatbots . These tools can process very large datasets, identify subtle
patterns of non-compliance, and predict fraudulent behavior more precisely than earlier methods . Banks already use similar
tools against fraud, and research on Al-driven fraud detection in the U.S. banking sector has examined the mediating roles
of explainable Al trust and real-time fraud response capability . A 2024 systematic review of machine learning in taxation
noted that systematic studies of the topic were still relatively scarce . This literature review adds to that work by covering
the methods in use, the problems of data quality and explainability, and the ethical obligations that come with deploying
these systems in public administration.

Copyright: © 2026 the Author(s). This article is an open access article distributed under the terms and conditions of the Creative Commons
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Protecting public revenue and keeping the fiscal system fair are the main reasons for adopting Al in tax administration. Tax
fraud, from simple under-reporting to cross-border VAT carousels, takes billions from national budgets every year . Machine
learning applied to suspicious filings and anomalous financial reporting lets governments act before losses occur instead
of after . The move to Al-based systems brings legal, ethical, and operational problems as well as technical ones.
Papadimitriou and Giannopoulos note that implementing these systems requires a systematic understanding of what the
algorithms can do and which research gaps remain. This review covers recent work such as multimodal graph neural
networks and zero-knowledge transformers, and it treats transparency and algorithmic accountability in fiscal
administration as necessary conditions for using them.

This article is a narrative review, not a systematic one. It covers studies of machine learning methods for detecting suspicious
tax filings, fraudulent refund claims, identity-related fraud, and anomalous financial reporting, along with work on data
quality, explainability, fairness, privacy, and deployment in tax administration. It draws mainly on recent peer-reviewed
articles and preprints, and on reports from international organizations and human rights bodies where they documented
how systems performed in practice. The review followed no formal search protocol, so it does not claim to cover every
relevant study.

2. Machine Learning Methods for Tax Fraud Detection

2.1 Supervised and Unsupervised Learning in Tax Analytics

Supervised learning in tax fraud detection usually means training models on historical cases labeled as fraudulent or not.
Random Forests have performed best among several supervised classifiers in identifying non-compliant taxpayers . Frina et
al. show how machine learning systems can raise tax revenue in a developing economy like Cameroon by finding high-risk
taxpayers early. They report that supervised models can be tuned to regional economic behavior, so authorities can rank
audits by the probability of non-compliance. In Italy, replacing the least promising 10% of audits with taxpayers chosen by
a trained algorithm raised detected tax evasion by as much as 39% and evasion actually paid back by 29% . The reliance on
labeled data also limits these models: supervised methods need training sets of previously identified cases , and they
struggle to adapt to evolving fraud tactics . Related work on Al-driven business intelligence applies machine learning
techniques to financial market analysis .

Unsupervised learning and anomaly detection address that limitation by looking for "unknown unknowns." These methods
need no labeled outcomes. They study the underlying distribution of the data and flag outliers that depart sharply from the
norm. Papadimitriou and Giannopoulos review artificial intelligence and machine learning approaches to tax fraud detection.
Clustering algorithms and autoencoders let tax administrations flag anomalous financial reporting that may point to new
fraud tactics . Supervised models then handle known threats while unsupervised models act as a safety net for new evasion
strategies, which protects the integrity of the tax system as the financial environment changes.

2.2 Advanced Architectures: Graph Neural Networks and Transformers

Recent research has moved past tabular data toward architectures that capture relational and sequential dependencies.
Graph Neural Networks (GNNs) suit tax fraud detection because transactions and taxpayer relationships form networks.
Jing et al. introduced MM-TFDX, a multimodal graph neural network for dynamic cross-border tax fraud detection. It
accounts for interactions between entities in different jurisdictions. Treating taxpayers and transactions as nodes and edges
lets a GNN find suspicious subgraphs, such as circular invoicing . Network analysis of Mexican invoice data points the same
way: invoicing loops between known tax evaders and their clients were over-represented, and deep neural networks and
random forests built on that insight classified further contributors as suspects .

Transformer-based architectures add ways to process textual declarations and sequential financial data. Liu studies zero-
knowledge transformer inference for privacy-preserving, auditable tax fraud detection. The approach addresses a conflict
between the predictive power of deep learning and the strict confidentiality of tax data. Transformers can read the content
of tax filings and spot inconsistencies in narrative descriptions that may signal fraudulent intent . Combined with the
relational information from GNNs, these architectures give a fuller picture of taxpayer behavior. Jing et al. also point to
“regulation-aware" explainability in deep learning frameworks, so that outputs are accurate and can also be justified under
existing tax law.

Page | 22



JCSTS 8(12): 21-27

Al-Driven Tax Fraud
Detection Methods

Traditional ML
Paradigms
Supervised Learning

—> @ Random Forests
SVM
[l Gradient Boosting

Unsupvervised Learning

L>» @ Clustering

Advanced
Architectures

Graph Neural Networks (GNNs)
K4 For relational /
networked data

Transformers

G Privacy-Preserving &

Explainable Al

Zero-Knowledge Inference
> Enable verification
@ without revealing

sensitive data

Regulation-Aware XAl

— Ca ) . —> Provide transparent,
TN For sequential / compliant and
A Autoencoders DA textual data @) o
interpretable decisions

@ Anomaly Detection

Figure 1. Taxonomy of machine learning methodologies and advanced architectures in modern tax fraud detection.
3. Challenges in Al-Driven Tax Administration

3.1 Data Quality, Availability, and Multimodality

Data quality and fragmented fiscal information are among the most persistent obstacles to deploying Al for tax fraud
detection. Tax authorities often hold data that is incomplete, inconsistent, or siloed across departments and jurisdictions.
Papadimitriou and Giannopoulos identify dependence on data quality as a widespread problem that can produce biased or
inaccurate model outcomes. If the inputs, from income statements to third-party financial reports, are flawed, even a
sophisticated model gives unreliable results. In a fiscal setting, this "garbage in, garbage out" problem has a real cost: a
wrong fraud flag can lead to legal action against an innocent taxpayer, and a missed one can cost the state significant
revenue. Pulling data from separate systems into one analytical store is an engineering task of its own, and a mixed-method
study of workload-aware ETL pipeline architecture compares SQL Server Integration Services and Azure Data Factory for
enterprise data warehousing .

Multimodal data sources add to the difficulty. Modern tax fraud detection must combine structured data such as numerical
tax returns with unstructured data such as legal contracts or social media activity. Jing et al. note that MM-TFDX assumes
textual declarations are available. A model that copes with this variety is better placed to detect identity-related fraud and
complex corporate schemes. Financial data also changes constantly, so models need regular updating to reflect current
economic conditions. Without high-quality, real-time data streams, Al systems in tax administration risk becoming obsolete
as fraudsters adapt to new loopholes and digital weaknesses.

3.2 Explainability and the &quot;Black Box&quot; Problem

Many advanced Al models, particularly deep learning and ensemble methods, work as "black boxes." That is a problem for
tax administrations, which must operate under principles of transparency and due process. When an Al system flags a filing
as fraudulent, the authority has to explain the decision, especially when it leads to an audit or a penalty. Frina et al. stress
that machine learning systems need to be explainable to work in settings like Cameroon. An explainable Al (XAl) approach
shows auditors which features, such as particular income ratios or deduction patterns, contributed to a high risk score.
Explainability is a technical requirement and also a condition for legal and social acceptance of Al in the public sector.
Banking research treats trust in explainable Al as a mediating factor in how fraud detection translates into cybersecurity
resilience .

Without explainability, a "trust deficit" can emerge between government and citizens. Radhi and Hassan argue that
automated tax audits and Al-driven compliance need legal safeguards that ensure algorithmic accountability. An opaque
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system is hard to challenge in court, potentially violating the taxpayer's right to a fair hearing. The Dutch childcare benefits
case shows the cost of opacity: Amnesty International reported that the tax authority's lack of transparency and
accountability left affected parents without effective remedies . Researchers are therefore building explainability
mechanisms directly into model architectures. The MM-TFDX framework of Jing et al. , for example, includes regulation-
aware explainability that links its explanations to statutory tax rules. When algorithmic outputs come with human-readable
justifications, tax authorities can use Al and still meet the accountability standards that fiscal administration requires.
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Figure 2. The end-to-end process of Al-integrated tax administration, from raw data to accountable enforcement.
4. Responsible Deployment and Ethical Considerations

4.1 Privacy, Confidentiality, and Computational Integrity

Using Al for tax fraud detection means processing highly sensitive personal and financial information, which raises serious
privacy and data protection concerns. Tax authorities are legally bound to protect taxpayer confidentiality, yet Al models
need large volumes of data to work well. Liu addresses this conflict with zero-knowledge transformer inference, which
verifies a model's output without exposing the sensitive data used during inference. Privacy-preserving techniques like this
help build trust and guard against unauthorized surveillance and data breaches. Verifying model outputs without exposing
the underlying data could let tax administrations run complex analytics while limiting exposure of taxpayer information .

Ethical deployment also requires balancing state interests against individual rights. Radhi and Hassan stress legal safeguards
and transparency in fiscal administration. They warn that as tax processes become more automated, human discretion and
empathy may be lost. Responsible deployment means building systems that are technically sound and consistent with
democratic values. That includes training on representative data and checking that algorithms do not penalize vulnerable
populations inadvertently. The privacy-preserving technologies Liu describes could support an "auditable" Al ecosystem in
which the state's power to monitor and enforce tax laws is constrained by technical and legal limits. Agencies also need a
way to judge whether a candidate technology fits their needs before adopting it, and a structured technology-selection
framework, such as the hybrid human—-machine consensus approach for SME technology selection, offers one starting point

4.2 Fairness, Bias, and Algorithmic Accountability

Fairness is a central concern in Al-driven tax systems because biased algorithms can discriminate systematically against
certain groups of taxpayers. A model trained on historical audit data that reflects past bias, such as over-auditing particular
industries or demographic groups, will likely repeat and even amplify it. Papadimitriou and Giannopoulos call for a research
agenda that prioritizes fairness and the mitigation of algorithmic bias. Cases from practice show the risk. Elzayn et al. found
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that IRS audit selection that did not use race still audited Black taxpayers at 2.9 to 4.7 times the rate of non-Black taxpayers,
mainly through audits of Earned Income Tax Credit claimants . In the Netherlands, the tax authority's childcare benefits risk
model used Dutch nationality as a risk factor, so non-Dutch nationals received higher risk scores, which Amnesty
International described as racial profiling . Fair systems require rigorous testing and fairness metrics throughout the model
development lifecycle. Tax authorities need to find and correct biases that lead to unfair targeting of taxpayers, since such
targeting undermines the perceived legitimacy of the tax system.

Accountability also needs a framework for oversight and redress. Radhi and Hassan discuss transparency and accountability
in machine-learning-based compliance infrastructures. That calls for the technical ability to explain a model's decision and
also the institutional capacity to handle appeals and corrections. When an Al system makes an error, the taxpayer needs a
clear path to contest the finding and the authority needs one to fix the mistake. Frina et al. suggest that explainable systems
help administrations see where a model fails or shows bias, and Gupta and Bansal argue that explainability mitigates ethical
risks such as bias and discrimination in automated tax audits. The aim of responsible deployment is a "human-in-the-loop"
system in which Al assists human auditors instead of replacing them, so that final decisions remain subject to human
judgment and ethical oversight.
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Figure 3. Conceptual framework for the ethical and responsible deployment of Al systems within national tax
administrations.

5. Conclusion

Al and machine learning are changing fiscal administration through tax fraud detection and compliance analytics. This
review covered methods from traditional supervised and unsupervised learning to multimodal graph neural networks and
privacy-preserving transformers . These methods offer new ways to identify suspicious tax filings, fraudulent refund claims,
and anomalous financial reporting. The research also shows obstacles to full implementation. Data quality remains a
fundamental challenge , and the black-box nature of complex models calls for sustained work on explainability and
transparency , an issue that banking fraud research also addresses by examining trust in explainable Al .

Successful deployment depends on ethical and legal integrity as well as algorithmic precision. Radhi and Hassan call for
algorithmic accountability and legal safeguards to protect taxpayer rights. Liu's work on zero-knowledge proofs offers a
technical way to reconcile data utility with privacy. As tax authorities adopt these tools, they should build "regulation-aware"
systems that follow existing legal frameworks.

Al-driven tax fraud detection can raise tax revenue and make the fiscal system fairer, but only if technical, ethical, and
operational challenges are addressed together. Future research should improve model explainability, reduce algorithmic
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bias, and develop privacy-preserving frameworks that are effective in practice. Audit selection studies show that design
choices carry policy trade-offs , so fairness checks belong in the development process and not only after deployment. A
research agenda built around responsible deployment can help tax administrations develop systems that are efficient and
also trusted by the public they serve. Adoption is still under way and will need continued collaboration among data
scientists, legal experts, and policy makers.
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